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Abstract

This paper aims to quantify the gain from investments in a transportation network where the
elasticity of driving time to traffic (“the congestion elasticity”) may differ across roads. We
first use high-frequency GPS data from half a million Chinese trucks to uncover the congestion
elasticity heterogeneity in China’s city-to-city road links. We find that one third of the links are
uncongested and no more than 40% are associated with a large congestion elasticity comparable
to the recent estimates for the developed economies. In contrast, using similar real-time traffic
data for inter-region highways in England, we find that almost all the roads are associated with
a large congestion elasticity. We next incorporate the congestion elasticity heterogeneity into a
general equilibrium trade model with optimal route choices developed by Allen and Arkolakis
(2019) and structurally estimate the model. To calculate the returns to investment in each
link, we infer the benefit from the estimated model and calculate the construction cost and the
opportunity cost of land directly from the data. We find the returns to be highly unequal in
China and the heterogeneity in the congestion elasticity can account for more than half of the
dispersion. Numerical simulations show that the dispersion is a robust indicator of misallocation,
and optimized investments with a reasonable budget generate sizable welfare gains. Moreover,
the optimal investment allocation turns out to be orthogonal to the actual allocation in the most
developed provinces. Our findings suggest a severe misallocation of road investments in China.
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1 Introduction
Large amounts of resources are devoted to transportation infrastructure across the world each
year. In developing countries, the annual investment in road infrastructure is around 1% of GDP,
and this share reached 2.5% in China in recent years. The gain from the investments depends
crucially on their allocation. Yet, there are ample anecdotes about inefficient investments. In
China, while some roads suffer from heavy congestion, many expressways in the central and
western regions remain under-utilized or even empty most of the time.1 To gauge the potential
misallocation and its welfare implications, we need systematic quantitative examinations of the
benefits and costs of the investments.

There are two key challenges. On the empirical front, to accommodate the possibility of
under-utilized or uncongested roads, we must forgo the widely adopted approach that assumes
homogeneous congestion elasticity—i.e., the elasticity of driving time to traffic, for all roads.
Intuitively, the congestion elasticity becomes zero for an uncongested road because the driving
time is independent of the traffic on the road. In this paper, we utilize high-frequency GPS data
of half a million Chinese trucks to measure simultaneously the driving speed and traffic on each
city-to-city road link in China. We then apply the classifier Lasso (C-Lasso) developed by Su et al.
(2016) to uncover the heterogeneity in the congestion elasticity. It turns out that more than one-
third of the links are uncongested. Less than 40% of the links, referred to as the heavily congested,
are associated with a congestion elasticity of 0.62 which is comparable to the estimates of the
homogeneous congestion elasticity in the developed economies (see, e.g., Allen and Arkolakis,
2022; Herzog, 2022; Russo et al., 2021). The remaining links, referred to as the semi-congested, are
associated with a congestion elasticity of 0.14.

On the theoretical front, the difficulty of evaluating road investment is rooted in the global
nature of the returns. Investing in one road not only affects the driving speed and traffic on this
road but also leads to a rerouting of traffic through other roads and to a reallocation of economic
activities across locations. We apply a quantitative spatial general equilibrium model with
heterogeneous route selection and endogenous trade cost developed byAllen andArkolakis (2019)
to evaluate the welfare effects. We extend the model to incorporate the observed heterogeneity in
the congestion elasticity and structurally estimate the extended model to match the driving speed
and traffic on each road link. We then compute the marginal returns to road investment using
the welfare elasticity implied by the structurally estimated model and the cost of the investment
based on the construction and maintenance costs and opportunity costs of land directly estimated
from the data.

The average marginal return to investing in Chinese roads is 3.3%. There is a large dispersion
in the returns. The average returns are 14.9% for heavily congested, 0.3% for semi-congested

1See, e.g., https://www.businessinsider.com/lu-dadao-chinese-infrastructure-2011-11
and https://www.thoughtco.com/chinas-traffic-troubles-687418.
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links, and negative for uncongested links. The standard deviation across all links amounts to
18.1%. Alternative assumptions on labor mobility, agglomeration effects, and productivity growth
have limited effects on the mean and standard deviation of the returns, which are nevertheless
sensitive to the heterogeneity in the congestion elasticity. We re-estimate a model that restricts
the congestion elasticity to be homogeneous. In that model, the mean of the returns drops from
3.3% to 0.6% and the standard deviation is almost halved from 18.1% to 9.2%.

The misallocation literature pioneered by Restuccia and Rogerson (2008) and Hsieh and
Klenow (2009) provides a natural welfare interpretation of the highly unequal returns in China.
However, the interpretation is complicated by the congestion elasticity heterogeneity and
externalities that might violate the conditions for convexity of the optimal investment problem
established in the literature (e.g., Fajgelbaum and Schaal, 2020). To alleviate the concern, we show
numerically that the dispersion of the returns can be mapped to the severity of misallocation
or, equivalently, the potential of further welfare improvement. Using random groups of road
links, the numerical exercises examine the cross-group relationship between the variance of
the returns within a group and the welfare gain from optimally investing a fixed budget in the
group. Consistent with the misallocation literature, we find the two indicators to be strongly
positively correlated. A one-percentage-point increase in the standard deviation is associated
with an average increase of 0.23 percentage points in the returns to the optimal investment. We
further examine whether China’s road expansion between 2013 and 2017 was directed by the
returns and find zero correlation. Moreover, the actual road investments in the most developed
provinces turn out to be orthogonal to the investments with the same budget but optimized by
welfare maximization. These results strengthen the interpretation that the large dispersion in the
returns to China’s road investment is a manifestation of misallocation.

Distinguishing between congested and uncongested roads is a cornerstone of the paper.
The estimation is based on cross-road high-frequency panel data on driving time and traffic,
which is constructed from the detailed spatio-temporal big data on trucks’ location and speed
from their GPS records and matched to China’s city-to-city road network. The standard fixed-
effect panel regression can estimate the homogeneous congestion elasticity in the congestion
equation proposed by Vickrey (1967). We use C-Lasso to allow for cross-road heterogeneity in
the congestion elasticity. To address the concern of potential measurement errors in the high-
frequency variables, we exploit supply-side shocks to construct IV for the regressions. In the
two-group specification, C-Lasso with IV, implemented by penalized GMM, distinguishes the
congested road links with positive congestion elasticity from the uncongested with non-positive
congestion elasticity. In the three-group specification, C-Lasso further distinguishes between the
heavily congested road links with a large congestion elasticity and the semi-congested with a
small congestion elasticity.

We conduct two main external validity checks. The first is to apply the same method to
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England, for which we can construct a comparable high-frequency panel data set using the
detailed traffic data from 7,000 measurement sites along the highway network. We find that
almost all the inter-region highways in England are congested and associated with a large
congestion elasticity comparable to the estimate in Allen and Arkolakis (2022) for the U.S. The
stark contrast suggests the importance of considering heterogeneous congestion elasticity for
developing countries like China. We next examine the empirical relevance of the distinction
between the congested and uncongested roads through the lens of the Fundamental Law of Road
Congestion (Duranton and Turner, 2011). Specifically, we estimate the elasticity of traffic with
respect to cross-link variation in road capacity and expect the unit elasticity to hold only for the
congested links. Inspired by Duranton and Turner (2012) and Baum-Snow et al. (2020), we use
China’s road network in 1962 as an instrument to address the endogeneity of road capacity. The
estimated elasticity is 1.1 and 0.7 for the congested and uncongested links, respectively. Notably,
the estimate for the uncongested links is statistically significantly below one, implying that the
uncongested links we identify be different from what the Fundamental Law of Road Congestion
predicts for the congested links.

Our model, structural estimation, and welfare calculations are extensions of Allen and
Arkolakis (2019). The model is structurally estimated to minimize the distance between the
predicted and observed traffic and driving time on each road. Thematch is reasonably good for the
traffic and nearly perfect for the driving time, showing that the estimation strategy in Allen and
Arkolakis (2019) can easily be extended to the model with heterogeneous congestion elasticities.
The opportunity cost of land is a novel aspect in the estimation of total costs. We use the price
of geocoded land transactions along the road links to estimate the opportunity cost. Ignoring the
opportunity cost would inflate the mean value of the returns on the heavily congested links by a
factor of two.

Our paper contributes to the following five broad areas in the literature. First, our analysis is
closely related to the literature on quantitative spatial general equilibrium models (see, e.g., Allen
and Arkolakis, 2014; Redding, 2016; Redding and Rossi-Hansberg, 2017), especially the growing
literature that quantifies the general equilibrium effects of inter-city transportation infrastructure
(see, e.g., Donaldson andHornbeck, 2016; Fajgelbaum and Schaal, 2020; Redding and Turner, 2015).
In particular, our work is built on the framework of Allen and Arkolakis (2019). We deviate
from these papers by introducing and quantifying the heterogeneous congestion elasticities across
groups of links. Although congestion has been shown to be prevalent in developed countries, like
in the US according to Allen and Arkolakis (2019) and in England according to our analysis in
section 3.1.2, our GPS data on trucks in China reveal that the heterogeneity in congestion across
links is a crucial feature. We show that characterizing the heterogeneity of congestion elasticities
is important for an accurate welfare evaluation, and ignoring this dimension would not only bias
the magnitude of returns but also result in an under-estimation of the potential misallocation.
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Our second contribution is the application of large, high-frequency GPS data of trucks and
incorporating this into a quantitative general equilibrium model. Such truck-level data are well-
suited to study important questions in trade and transportation and they are recently used to
explore various topics, including market power (Allen et al., 2020b), the costs of delays and stops
(Hernández, 2022), and internal trade barriers between regions (Krishna and van Leemput, 2018).
In this paper, we combine the high-frequency GPS data and C-Lasso developed by Su et al. (2016)
to estimate heterogeneous congestion elasticities across links, which are then used to discipline
our theoretical model in the quantitative exercises. Thus, our exercises demonstrate the promising
potential of big data and machine learning methods in combination with quantitative general
equilibrium models.

The third contribution relates to the misallocation of resources, which has been studied
extensively since Restuccia and Rogerson (2008) andHsieh and Klenow (2009). Instead of focusing
on resource allocation at the firm level, we explore the allocative efficiency of infrastructure
investments across road links, which is more complicated due to the complementarities between
the investments across links. In the literature using general equilibrium trademodels, Alder (2019)
and Alder and Kondo (2019) examine the efficiency of road networks at the extensive margin, and
Fajgelbaum and Schaal (2020) study the intensivemargin of road network investments by focusing
on the efficiency of allocating resources to expand a link. We focus on the intensive margin of
road networks as in Fajgelbaum and Schaal (2020), but we differ from their study by introducing
the heterogeneous congestion elasticities as well as allowing externalities in productivities and
amenities.

Our external validity check of the congestion measure also contributes to the literature on the
fundamental law of road congestion. This law is well documented in congested urbanized areas by
several studies (see, e.g., Chen and Klaiber, 2020; Duranton and Turner, 2011; Garcia-López et al.,
2022; Hsu and Zhang, 2014; Ossokina et al., 2021). We differ from the existing work by focusing
on inter-city instead of within-city roads and by examining different groups of links based on
their congestion elasticity. We find the fundamental law of road congestion, as expected, holds
for congested road links.

Finally, we directly speak to the literature examining the impact of China’s transportation
infrastructure, including reduced-form studies (see, e.g., Baum-Snow et al., 2017, 2020; Banerjee
et al., 2020; Faber, 2014; He et al., 2020), as well as quantitative studies (see, e.g., Alder and Kondo,
2019; Fan et al., 2019; Ma and Yang, 2022; Roberts et al., 2012; Xu and Yang, 2021). Some scholars
have also evaluated the investment efficiency at the aggregate level (see, e.g., Bai and Qian, 2010;
Wu et al., 2021; Li et al., 2017). Our contribution is to introduce heterogeneity in road utilization
into such an evaluation, which is usually overlooked in the previous literature largely because
of data unavailability. Our exercise reveals that taking this dimension into account makes the
evaluation more accurate, especially regarding the potential overestimation of the returns for
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uncongested links. Another difference from the existing literature is that our approach allows
us to extend the welfare evaluation from the aggregate to the link level. We are able to identify
the return from investing in each link while taking into account the differences in congestion
elasticities, which is helpful in deciding on the allocation of future investments. Furthermore,
by comparing different investment scenarios (uniform allocation v.s. optimal allocation), we also
provide a gauge of the possible magnitude of welfare gains if the future investments follow the
efficient allocation.

The remainder of the paper is organized as follows. Section 2 describes the data on cities,
roads, and traffic. Section 3 discusses congestion and how we measure it. Section 4 introduces
the economic geography model and the structural estimation. We then describe the welfare gains
from infrastructure investments along different links of the network in section 5, and analyze the
misallocation of road investments in section 6. Section 7 concludes.

2 Data
We combine detailed data on Chinese cities and roads to construct a national road transportation
network and then connect it to the spatio-temporal data based on GPS devices in half a million
trucks in China. We also use several socio-economic datasets to obtain regional statistics such as
GDP, population, and night lights.

2.1 Cities and Roads

We treat each prefecture as a “city” or a node in the network and extract the geographic
information fromChina’s official map, “National Catalogue Service for Geographic Information”.2

The map provides each city’s administrative boundary, which we use to compute its geometric
center by ArcGIS.We exclude islands (Zhoushan andHainan), where roads are not well connected
to the mainland. We also exclude north-western areas (Xinjiang, Gansu, Ningxia, Qinghai, Tibet
and Inner Mongolia), where the city size and population density are vastly different from those
in the other parts of China. The remaining 272 cities are the nodes in our network.

The roads connecting the cities are also obtained from the same map, which contains all
county-level-and-above roads. As we focus on inter-city transportation, we use national and
provincial roads to construct our road network.3 We obtain the lane information for each road
from the navigation map at the Geographic Data Sharing Infrastructure.4 We spatially match the

2The four provincial-level cities, Beijing, Chongqing, Tianjin and Shanghai, are treated equally as
prefectures.

3Specifically, we include national highways regular roads, provincial highways and regular roads.
4TheGeographic Data Sharing Infrastructure is maintained by the College of Urban and Environmental

Science, Peking University (http://geodata.pku.edu.cn). We use the equidistant projection WGS 1984
World Equidistant Cylindrical throughout the paper.

6

https://www.webmap.cn/main.do?method=index
http://geodata.pku.edu.cn


navigation map with the official road map to obtain the lane information for each road segment.
We then obtain the capacity of each road, which is the product of the average number of lanes of
the road and its length.

2.2 Construction of Road Network

We construct a road network connecting neighboring cities through the “least-cost” routes from
all possible routes connecting two neighboring cities. Following the conventional approach, we
first construct the network based on the shortest route connecting the neighboring city pair. The
shortest routes are selected by distance.5 We exclude some special cases where the shortest route
strays from the neighboring city pair.6 This reduces the number of routes from 1464 to 1408.

Two remarks are in order. First, the shortest routes are not selected by travel time, which will
be endogenously determined in our analysis, but by the length of the path. Second, shipments
between the neighboring city pair do not necessarily take the shortest routes. Drivers may choose
to travel through another city to reach the destination because of their idiosyncratic preferences
(Allen and Arkolakis, 2019), and our data analysis and modeling allow for this.

The shortest route network covers 26.7% and 28.5% of national and provincial roads by length
and capacity, respectively. We extend the road network by including the shortest n routes
connecting two neighboring cities. The extension is implemented sequentially. The second
shortest route is obtained by penalizing the segments overlapping with the shortest route.7 By
construction, the second shortest route differs from the shortest route except for the essential
segments such as bridges and bottlenecks. The same criterion as for the shortest route is adopted
to drop the second shortest route straying from the neighboring city pair. Among the neighboring
city pairs with both shortest and second shortest routes, the total length of the second shortest
route is 77% larger than that of the shortest routes, indicating a significant difference between the
two routes.

We repeat the same procedure to select the nth shortest route by penalizing the segments
overlapping with the n− 1 shortest routes. The solid and dotted lines in Figure A.1 plot the road
coverage by length and capacity in the network based on the n-shortest routes, respectively. We
choose n = 5 as our benchmark. The corresponding road network covers 78.1% and 79.0% of all
national and provincial roads in China by length and capacity.

For notational convenience, we refer to the road network as the network based on the five
shortest routes connecting neighboring cities in the rest of the paper. Figure A.2 plots the road
network. The routes between two neighboring cities will be referred to as the city-pair link.

5The routes are obtained by “closest facility analysis” in the “Network Analyst” toolbox in ArcGIS.
6Fajgelbaum and Schaal (2020) defines a route straying from two neighboring cities if more than half

of the route (by length) is outside the two cities. We adopt the same criterion.
7We assign a penalized length of 1e+10 km (overwhelming the longest segment of 89 km) to the

overlapped segments. Imposing a larger penalty has no effect on the n-shortest routes.
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Denote by lengthkl, distkl, lanekl and capkl the total length of the link for city pair kl, the
average distance of this link, the average number of lanes on the link and the capacity of the
link, respectively. lengthkl and distkl are directly measurable and correspond to the sum and
mean of the five shortest paths.8 lanekl is the average lane number across all segments along the
link weighted by the length of each segment. The capacity, capkl, is the product of lanekl and
lengthkl.

2.3 Truck GPS Data

Trucking is the primary mode of domestic freight transport in China. Highways, for example,
account for 73% of the total freight in China in 2019 according to official statistics.9 We obtained
real-time truck GPS data from one of China’s leading logistics services providers. The data cover
a total of 562,980 trucks in 2018, accounting for 7.9% of all trucks in China in that year. Since
trucks are primarily for the shipment of goods across cities, we argue that truck flows indicated
by our GPS data mainly capture city-to-city goods flows.

There are obvious concerns about the representativeness of the data, but these concerns are
alleviated by the fact that the data are strongly correlated with other measures of economic
activity. Using the 2019 GPS records from the same source but aggregated to city pairs, Chen et
al. (2020) find truck flows to be strongly correlated with city-level GDP (correlation 0.90). Using
our GPS records, we find a similar correlation (0.88) between truck flows and GDP across cities
in 2018.

Another concern is related to the representativeness of truck speed for the speed of other
vehicles. One may particularly worry about the difference in speed between cars and trucks
under different levels of congestion. We address the concern by using data from DiDi, China’s
equivalent of Uber. The DiDi data provide the average speed for each road segment in 5 cities
(Shenzhen, Suzhou, Chengdu, Xi’an and Jinan) in 2018.10 We use our truck data to construct the
average speed for each segment.11 Figure A.3 in the appendix plots the segment-specific speed of
cars (x-axis) and that of trucks (y-axis). We regress log truck speed on log car speed and find an
estimated coefficient of 0.83 (with a standard error of 0.02).

We obtain the following real-time GPS records. For each month, our data cover two days (one
weekday and one weekend in the middle of each month); and for each day, our data cover four
hours (8 a.m. – 9 a.m., 12 a.m. – 1 p.m., 5 p.m. – 6 p.m., 9 p.m. – 10 p.m.). The GPS records provide

8The two measures are identical when the road network is based on the shortest path (n = 1). When
n > 1, the overlapped segments are used only once for lengthkl to avoid double counting.

9All the Chinese official statistics this paper uses are from China’s Statistical Yearbooks.
10There are a total of 3,505 segments in the five cities, with an average length of 2.0 km. The

data is publicly available in GAIA Open Dataset (https://outreach.didichuxing.com/research/
opendata/).

11The DiDi data provide geographic information for each segment. We assign each of the trucks in our
sample to a segment when their distance to the segment is no greater than 30 meters.
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information on the latitude, longitude, and speed of each truck, as well as the time and date of
the observation. In theory, GPS records should be received every 10 seconds, with a precision
of 1e-5 degrees. In practice, there is some variation in the exact frequency of the signal, but this
variation is small. In our sample, the frequency of GPS signals has a range from 2 seconds to one
minute for 99.3% of the trucks.

We remove GPS records that are either irrelevant or likely to contain serious measurement
errors. We first drop records where a truck keeps zero speed for at least 15 minutes (39.4% of the
GPS records) because such cases suggest parking rather than congestion. We also drop records
where speed is either negative or greater than 120 km/h (0.005%), the highest speed limit in China.
We further drop records if they suggest a truck’s latitude or longitude is more than 1 degree away
from its previous location (0.03%). If the straight-line distance between any two locations of a
truck is greater than 120 km per hour, we drop all records of the truck in that hour (0.001%).

We then assign each observation to a location on a digitized map of China according to
the longitude and latitude. We match these points to specific roads according to the distance.
Specifically, for each road, we code all trucks that are at most 30 meters away from it as driving
on the road. In addition, by tracing each truck’s exact location over time, we can identify the
truck’s driving direction, which enables us to select trucks and roads that share the same direction.
The dashed line in Figure A.1 plots the share of trucks covered by the road network based on the
n shortest routes in all trucks in our GPS data located on national and provincial roads. Our
benchmark network (n=5) covers about 85% of the trucks.

Based on the data preparation procedure above, we obtain a comprehensive picture of China’s
trucks at any snapshot in our sample period. In practice, we treat eachminute as a snapshot (recall
that more than 99% of trucks have a frequency of GPS signals within a minute) and construct the
following minute-by-minute variables from our truck data:

speedkl,t: the average speed among all trucks on link kl within one minute t;

trafkl,t: the number of different truck IDs on link kl within one minute t.

From these two variables, we can also derive the following two variables:

hourskl,t ≡ distkl/speedkl,t: the driving time (in hours) from city k to l along link kl in
minute t;

densitykl,t ≡ trafkl,t/capkl: the number of trucks per unit of area (1 km× 1 lane) on link
kl in minute t.

Table A.1 reports the monthly summary statistics of the minute-by-minute density and speed
of all trucks covered in the road network. Notice that the number of trucks in February is only
one-fourth of the average across other months. This is because of the Spring festival, which was
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on February 16 in 2018. We drop all observations in February in the subsequent empirical analysis.
In addition, we drop outliers with the absolute value of link-specific z scores above 3.12

Figure 1: Heat Map of GPS Records of Heavy Trucks
Notes: The heat map is based on the count of truck GPS signals in 2018 in cells with a size of 10km by
10km.

In addition to the congestion estimation in Section 3.1, where we exploit cross-minute
variation within a year, the other analyses focus on the cross-sectional variation.13 Therefore,
we aggregate over minutes within each year and obtain the following variables:

speedkl: the mean value speedkl,t across all minutes within a year ;

trafkl: the mean value of trafkl,t across all minutes within a year.

The remaining two variables can be constructed correspondingly as

hourskl ≡ distkl/speedkl: the average driving hours from city k to l along link kl;
12Specifically, we construct zkl for each link-specific variable xkl, with zkl ≡ xkl−µkl

σkl
where µkl and σkl

are the mean and standard deviation of xkl, respectively. Under the normal distribution assumption, the
probability that abs(z) > 3 is 0.13%.

13Our empirical exercise related to the Fundamental Law of Road Congestion in section 3.2 mainly
exploits cross-sectional variation. Our quantitative model is static and the structural estimation in section
4.4 and counterfactual exercises in section 5 also require cross-sectional data.
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densitykl ≡ trafkl/capkl: the average number of trucks per unit of area (1 km × 1 lane)
on link kl.

All the above definitions and variables treat each link as a unit. We assume that trucks and road
capacity are homogeneously distributed within each link. Then, the above speedkl, which is the
average speed across all points on link kl, can also be treated as the speed at any point on link kl.
This will be helpful in introducing the concept of traffic flow or volume, which will be defined in
equation (1) below.

Following Small and Verhoef (2007), we calculate the traffic flow or volume flowkl, defined
as the number of trucks passing a given point on link kl per unit of time, as the product of density,
speed, and number of lanes

flowkl ≡ speedkl × densitykl × lanekl, (1)

which is consistent with the units of measure: number
hours = number

km×lane number ×
km

hours × lane number.
Under the assumption of within-link homogeneity, flowkl can be treated as the number of trucks
passing any point on link kl per unit of time. In addition, flowkl measured in different units of
time are proportional to each other (e.g., flowkl per hour is proportional to flowkl per year), and
thus we can infer the number of trucks passing any point on link kl per year from flowkl.

The variable flowkl as well as the two assumptions above will be useful in two ways: First,
the definition of flowkl implies that this variable is analogous to traffic flows captured by traffic
cameras, which is widely used in the existing literature examining the fundamental law of
road congestion.14 Thus, this flowkl can be used to construct the dependent variable, vehicle-
kilometers traveled, in our analysis of the fundamental law of road congestion. Second, this
variable can serve as a counterpart of the total trade flow through link kl, Ξkl, which is defined
as the total value of goods moving through link kl in a year. Given the two assumptions, we
can recover from flowkl the number of trucks passing any point on link kl per year, which can
approximate the total number of trucks moving through link kl in a year, and thus becomes a
natural counterpart to Ξkl.15

14For example, it is similar to “number of vehicles per lane per day passing any point”, called “average
annual daily traffic (AADT)” in Duranton and Turner (2011), “the average number of vehicles passing
through the segment observation point between 7 am and 7 pm on a weekday”, called “average weekday
daytime traffic (AWDT)’,’ in Hsu and Zhang (2014), and the number of cars passing any noise monitor on
the urban road system in 20 minutes in Chen and Klaiber (2020).

15To avoid notation redundancy, we omit the scale parameter that transforms traffic flow per hour to that
per year and directly use flowkl. The onlyminor caveat is that the scale parameter affects the interpretation
of ζ , but it does not affect the welfare analysis.
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2.4 Socioeconomic Data

For each city, we obtain GDP and population data from China’s Regional Statistical Yearbook

and China’s Urban Statistical Yearbook. We also use night light data as well as grid-level GDP
and population data, which allow us to evaluate the socioeconomic conditions along the link.
The night light data are provided by Flint from China Remote Sensing Satellite Ground Station,
Chinese Academy of Science, which is constructed based on the original data from Version 1 VIIRS

Day/Night Band Nighttime Lights for 2018 with a grid size of 15 arc-second.16

3 Empirical Analysis of Congestion
Our GPS data include information on the location and speed of trucks, which we can use
to measure the overall density of trucks on a given road segment and at a given time. The
combination of speed and traffic density allows us to estimate a congestion equation and identify
congested links in the network. Using variation in link capacity across roads, we also test the
fundamental law of road congestion and compare congested and uncongested roads.

3.1 Measuring Congestion

We exploit the correlation between driving hours and vehicle density to measure congestion. The
idea is illustrated in the two panels in Figure 2. The left and right panels plot the correlation for
two links connected to Shanghai and Xi’an (the capital city of Shaanxi province), respectively.
As expected, the link connected to Shanghai is more crowded and slower than that connected
to Xi’an. The key observation is that driving hours (the inverse of speed) positively correlate to
truck density in the link connected to Shanghai. In contrast, no correlation can be found in the
link connected to Xi’an. Through the lens of a congestion equation such as the one proposed
by Vickrey (1967), we interpret the links connected to Shanghai and Xi’an as congested and
uncongested ones, respectively.

To characterize the spatial distribution of congestion, we generalize the congestion equation
in Vickrey (1967) and Allen and Arkolakis (2019) as follows:

1

speedklt
=

1

δ0kl
+ δ1kl

(
trafklt
capkl

)δ2kl

, (2)

where trafklt denotes the number of trucks on city-pair link kl at time t, speedklt is the average
speed of trucks on kl at time t.17 δ0kl can be interpreted as the uncongested speed. δ1kl and

16The night light data are available at http://satsee.radi.ac.cn/cfimage/nightlight/index_en.
html, which are based on https://ngdc.noaa.gov/eog/download.html.

17In Vickrey (1967), the left-hand variable is hoursklt/distkl, where hoursklt denotes the travel duration
from k to l at time t. Note that 1/speedklt is equal to hoursklt/distkl. We use speed as it is directly
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δ2kl govern the relationship between speed and density, which is allowed to differ across links.
Note that different from the standard congestion equation, δikl, with i ∈ {0, 1, 2}, is link-specific.
Allowing the congestion equation to be link-specific is the key deviation from the specifications
in Vickrey (1967) and Allen and Arkolakis (2019).

Figure 2: Examples of Links with and without Congestion
Notes: Each dot represents a link-minute observation from the 2018 truck GPS data. The red line is the
linear fit.

The transportation literature has documented that speed and traffic may be positively
correlated on uncongested roads because of selection (see, e.g., Notley et al., 2009). We present
a toy model in Appendix A.3 to illustrate the mechanism. Importantly, the selection only
biases downwards δ2kl for uncongested roads but does not bias the estimate for congested roads.
Therefore, we expect δ2kl to be positive only for congested links and to be zero or negative for
uncongested roads.

To estimate the congestion equation, we rewrite (2) as

ln
(

1

speedklt
− 1

δ0kl

)
= δ2kl × ln (trafklt) + FEkl + ϵklt. (3)

Here, δ1kl and δ2kl × ln (capkl) are absorbed by the link fixed effect, FEkl. δ2kl is the parameter
of interest and referred to as the elasticity of congestion. When δ2kl is restricted to be identical
across links, (3) reduces to a fixed effects regression. Without loss of generality, we consider a
group pattern of a general form for δ2kl:

δ2kl =

H∑
h=1

γh1 {kl ∈ Gh} , (4)

whereH is the number of groups;Gh is the set of links in group h and 1 is the indicator function.
To estimate (3), where δ2kl follows (4), we employ classifier-Lasso (C-Lasso) developed by Su et
al. (2016). The estimation method is to identify the latent group structure in panel data. In our

observed in the data.
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context, it can estimate the heterogeneity of congestion across links. The heterogeneity in the
elasticity of congestion could be due to link characteristics such as geographical features or the
position of the link in the network. We experimented with various observable characteristics that
might explain the heterogeneity, but the heterogeneity remains largely unexplained. Importantly,
the congestion elasticity is not itself affected by the traffic density but rather a fundamental
determinant of the degree to which traffic density affects speed.

speedklt and trafklt are computed minute by minute in the four hours each day. Since our
data cover one working day and one weekend day in each month of 2018, there are at most 5,760
observations of speedklt and trafklt for each link. Not all links have trucks observations in every
minute. Hence, our sample is an unbalanced panel, where the average observation number for
a link is 4,817. δ0kl, the uncongested speed, is proxied by the maximum observed speed in the
link.18 Different from Allen and Arkolakis (2019), our estimation exploits time variation within a
link, rather than cross-link variation.

trafklt is measured by the number of trucks in our sample, which is only a small proportion
of the actual traffic. To correct the attenuation bias caused by measurement errors, we employ
the following instrumental variable to estimate the congestion equation.

traf IVklt =
1

Nk − 1

∑
m∈N (k)\{l}

ωkmtrafkmt, (5)

where N (k) indicates the set of k′s neighboring cities, Nk is the number of k′s neighboring
cities and ωkm is the weight measured as the average number of trucks on link km across all t.
We argue that traf IVklt captures the “supply-side shocks” originating from the departure city of
the pair, which can only affect speedklt through trafklt. Based on this argument, we use traf IVklt
to instrument trafklt.19 We drop the link kl in traf IVklt because this would violate the exclusion
restriction.20

Our high-frequency data are at one-minute intervals. However, it is conceptually hard to
rationalize trafklt at the same frequency as supply-side shocks. Moreover, one-minute traffic
averaged over all the links originating from the same city may still contain measurement error.
We, therefore, use the daily average traf IVklt to instrument minute-by-minute trafklt. The
standard errors are clustered at the day level. Since our sample has oneweekday and oneweekend

18Weproxy δ0kl by the link-specific speed limit for the linkswhere themaximumobserved speed exceeds
the speed limit. The speed limit of a link is the average speed limit weighted by the length of each road in
the link. The results are essentially the same when we use the speed limit to proxy δ0kl for all the links.

19Specification (5) has beenwidely adopted in the literature. David et al. (2013), for example, “instrument
for growth in Chinese imports to the United States using the contemporaneous composition and growth
of Chinese imports in eight other developed countries”. See also Dube and Naidu (2015), which uses
changes in US funding to countries outside of Latin America as an instrument for changes in US funding
to Colombia.

20We cannot construct traf IVklt for the links where the departure city only has one neighbor. As a result,
the number of links in the estimation will reduce from 1,408 to 1,392.
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day for each month, changes in daily average traf IVklt may also reflect monthly changes in city
k’s supply-side factors.21

We are aware that the power of the IV should be interpreted with caution. This IV is to correct
for measurement errors in trafklt. It does not address the selection bias driven by switchers
between links as presented in a toy model in Appendix A.3. We will provide indirect evidence
below showing that our results are in line with the Fundamental Law of Road Congestion and
that a potential downward bias in δ2kl for congested links is unlikely to be large.

Table 1: Estimation of Congestion Elasticity

One Group Two Groups Three Groups

All Congested Uncongested Heavily- Semi- UncongestedCongested Congested
Links Links Links Links Links Links

Share of Links 100% 58.48% 41.52% 34.41% 28.38% 37.21%

2SLS

Truck density (log) 0.150*** 0.453*** -0.399*** 0.624*** 0.138*** -0.424***
(0.045) (0.052) (0.051) (0.056) (0.047) (0.049)

First Stage

IV (log) 0.796*** 0.829*** 0.744*** 0.813*** 0.827*** 0.755***
(0.024) (0.025) (0.031) (0.029) (0.034) (0.033)

Kleibergen-Paap rk 1,082.503 1,084.822 560.834 780.811 603.080 533.347Wald F Statistics

Link fixed effect Yes Yes Yes Yes Yes Yes
Observation 6,802,206 4,057,825 2,744,381 2,389,522 1,960,191 2,452,493
Notes: The table shows the estimates of the congestion elasticity δ2kl. In column (1), the elasticity is
constrained to be identical. In columns (2)-(3) we allow for 2 groups. In columns (4)-(6) we allow for 3
groups. Standard errors are reported in parentheses and are clustered at the level of link and day. * p <
0.10, ** p < 0.05, *** p < 0.01. For the case of two groups, we use the group classification when c̄ = 0.29,
for the case of three groups, we use the group classification when c̄ = 0.75.

The IV estimation is implemented by penalized GMM (PGMM) as in Su et al. (2016) (see
Appendix A.2.2). The value of the information criteria (IC) decreases substantially when the
number of groups, H , increases from 1 to 2, suggesting a significant improvement in the fit by
allowing two different values of δ2kl. IC decreases further whenH increases to 3 and is minimized
at H = 4 or 5. The marginal gains are, however, much less pronounced compared to those from
increasing H from 1 to 2.

The results are reported in Table 1. First of all, we find strong first-stage results (see Panel B).

21Alternatively, we can also construct the “demand-side shocks”: traf IV,demand
klt =

1
Nl−1

∑
m∈N (l)\{k} ωmtrafmlt. Using daily average traf IV,demand

klt as an instrument gives essentially the
same results.
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Thedaily average traffic departing from city k is indeed highly correlated with trafklt, the minute-
by-minute traffic on the links originating from k. The second-stage results differ substantially
across different h. WhenH = 1 – i.e., δ2kl is restricted to be identical across links, the estimated
elasticity of congestion is 0.15, barely a quarter of the estimate in Allen and Arkolakis (2022) and
around 60% of that in Herzog (2022).

The estimates turn out to be highly different once we allow for minimal heterogeneity with
H = 2. The positive estimate of 0.45 is now much closer to the estimated elasticity of congestion
in the literature. These links are regarded as congested ones. The negative estimate of δ2kl for the
other group is consistent with the positive correlations between speed and traffic on uncongested
roads that have been widely documented in the literature.22 We regard the links in the group with
negative δ2kl as uncongested ones. Under this classification, 58% of the links are congested.

Figure 3: Spatial Distribution of Congestion Elasticities
Notes: Each straight line represents a link. The red, orange, and green lines represent heavily congested,
semi-congested, and uncongested links, respectively. The classification is based on Table 1.

We then try H = 3. PGMM separates a group with a small but positive estimate of δ2kl
from the congested links. The links in the group are referred to as semi-congested links. The

22The somewhat puzzling correlation can be explained by the self selection of certain trucks into roads
with different levels of congestion (see the model in Appendix A.3). While the selection biases downwards
the estimate of δ2kl for uncongested links, it does not bias the estimate for congested links in the model.
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links in the group with the much larger estimate of δ2kl are referred to as heavily congested
links. Interestingly, the estimate of the homogeneous elasticity under H = 1 seems to pick up
the elasticity for the middle group of semi-congested links. The estimated elasticity for heavily
congested links is almost the same as the estimate in Allen and Arkolakis (2022) and our estimate
for England in section 3.1.2.

While IC is minimized at H = 4 or 5, we find the gain stems mostly from exploiting the
heterogeneity among uncongested links, which is not our focus. The composition of congested
and uncongested links is robust to larger H . The marginal gain of IC is also diminishing.
Therefore, we choose H = 3 as the benchmark case.

The corresponding spatial distribution of congestion is reported in Figure 3, where the red,
orange and green lines represent heavily congested, semi-congested, and uncongested links,
respectively. As a robustness check, we have also considered the road networks based on the
shortest path in Table A.5 in the appendix. The results are robust. For the network based on the
shortest path, PGMM identifies 54.6% congested links under two groups; 31.5% heavily congested
links and 33.6% semi-congested links under three groups.

3.1.1 Cross-Sectional Evidence

δ2kl is estimated by using panel data. If δ2kl > 0 is a reasonable proxy for congestion, then the
average speed on the links identified as congested should be low relative to their speed limit, and
their density is likely to be high. Notice that the average speed or density of a link is absorbed
by the fixed effects in (3) and has no effect on the estimation of δ2kl. Therefore, the cross-link
correlations may serve as an external validity check for our congestion measure.

We estimate an ordered probit model where the dependent variable is 2 for heavily congested
links, 1 for semi-congested links, and 0 for uncongested links. Column (1) of Table A.6 shows
that across links congestion is negatively correlated with the ratio of average speed to speed
limit. Column (3) shows that congestion is positively correlated with the average truck density.
Columns (2) and (4) show that the results are robust to adding control variables and their quadratic
terms. We include both the speed ratio and density in Column (5). The estimated coefficients have,
again, the expected signs and are stable. Column (6) shows that the result is also robust when
aggregating the high-frequency data to 15-minute instead of 1-minute intervals.

3.1.2 Congestion in England

We compare our findings with congestion patterns in England. Appendix A.4.3 provides further
details and we briefly discuss the main results here. England has detailed traffic data from more
than 7,000 measurement sites along its highway network. Importantly, the English data include
information on speed and traffic counts for every 15-minute interval. This allows us to study the
relationship between traffic and speed similar to our analysis for China, even though the origin
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of the data (from fixed measurement sites along roads) is different from the Chinese data (based
on GPS devices in trucks). The results show that the share of congested links is much higher in
England than in China.

3.2 The Fundamental Law of Road Congestion

In this section, we empirically test the fundamental law of road congestion for the congested,
semi-congested and uncongested links, as identified by the estimated congestion equation (3). If
the identification of congestion is valid, we would expect the fundamental law of road congestion
to hold for the congested links but to fail for the uncongested ones. The test serves as a further
external validity check for our congestion measure. In what follows, we will use cross-sectional
variations in city-pair link capacity and run OLS regressions. The potential endogeneity of road
capacity across city-pair links can bias the OLS estimate, and we address this by constructing an
instrument based on historical roads.

We first run OLS regressions using cross-sectional variation in link capacity based on the
following specification:

ln(V KTkl) = γ1 + γ2 × ln(capkl,−1) + ρ× Z ′
kl + ϵkl. (6)

The dependent variable, V KTkl, is vehicle-kilometer-travelled in 2018 and the main independent
variable, capkl,−1, is link capacity at the end of 2017.23 We use the GPS data only for 2018 because
the number of trucks in the data increased dramatically in 2013-17 and reached a relatively stable
level in 2018. Z ′

kl contains a series of control variables, including the average speed limit on a link,
the average nightlight density and ruggedness along a link.24 The average speed limit captures
road quality of the link, the average nightlight density measures the density of economic activity,
and the ruggedness proxies the geographic characteristics.

The OLS results are presented in Table A.9 in Appendix A.5. Column (1) reports the results
from all links. The estimated elasticity of vehicle-kilometer-travelled with respect to link capacity
is 1.09. The magnitude of the estimated elasticities is similar among heavily congested, semi-
congested and uncongested links (column (2) to (4)).

There are several sources of endogeneity that may bias the estimated elasticity. The
main concern is that the correlation can be driven by reverse causality, i.e., link capacity
endogenously responds to VKT and demand factors. To estimate the causal effect of road capacity,
the literature on transportation infrastructure has developed several instrumental variables.

232017 is the most recent year for which we can access the lane-level navigation road map. The one-year
lag may also mitigate reverse causality.

24We use the nightlight from 2016, i.e. before the year of our road capacity and truck flows observations,
to avoid introducing bad controls. We average nightlights across grids in the 10km buffers along a link.
The 1km buffers are dropped because road light emissions from the roads may intensify nightlights within
the buffers.
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Following Duranton and Turner (2012) and Baum-Snow et al. (2020), we construct an IV based on
the 1962 Chinese road network.

The IV is the average historical road density in the 30km buffering zone of the geography-
based least-cost path between two neighboring cities.25 Three remarks are in order. First, we use
the hypothetical least-cost path, rather than the actual link, to alleviate the endogeneity of the IV.
As discussed in Baum-Snow et al. (2020), theremay still be serially correlated unobservable factors
(like local exogenous productivities or demand for road expansion from urban areas), which can
predict roads in 1962 as well as today’s flows within the region. Second, for a similar concern, we
exclude urban areas defined by the 1962 administrative boundary map from the buffering zone.26

Specifically, when we construct our instrument, all road lines and buffering zones in the historical
urban areas are excluded. We illustrate this instrument in an example in Figure A.8 of Appendix
A.5. Third, the choice of the buffer size of 30km is ad hoc, but our results are robust to a wide
range of buffer zones (see Figure A.9 in the appendix).

The relevance of the instrument relies on the argument that constructing new roads alongside
or even on top of the existing roads is less expensive. As wewill see, the strong first stage confirms
that historical roads are a good predictor of today’s roads. The exogeneity of the instrument
requires that the historical roads cannot be correlated with today’s traffic through other channels
than today’s road capacity. Baum-Snow et al. (2020) discuss in detail that the historical roads in
1962 were built under an agricultural and planned economy, and with the purpose of connecting
rural areas to cities, rather than constructing inter-city links. Lastly, we directly control for
population density in 1964 to capture the historical economic conditions, and urban share in
1964 to proxy the historical industrial structure.27

The literature sometimes uses historical road length as the instrument variable (e.g., Duranton
and Turner, 2012; Baum-Snow et al., 2020). Since the area of the buffering zone can be
approximated by the product of the length of the geography-based least cost path and the width
of the buffering zone, our IV is essentially the length of historical road normalized by the width
of buffering zone.28

25Specifically, the instrument is the length of historical roads in the buffering zone divided by the area of
the buffering zone times the length of the geography-based least cost path. In practice, we follow a similar
approach as Faber (2014) and discretize the map into a 1km×1km grid and calculate the geography-based
cost for crossing each cell as cost = 1+slope+25×water, where slope is measured in percent and water
is a dummy variable equal to 1 when the cell belongs to water bodies. We then calculate the least-cost path
between neighboring cities using ”OptimalPathAsLine” in ArcGIS.

26Using the 1962 map bounds the concern that today’s urbanization is a result of road expansion and
is, thus, endogenous. The 1962 county-level boundary is from “Administrative Boundary Maps of China,
1949-2014”, which is published by China Data Center. All “districts (qu)” are considered urban areas.

27The population data for 1964 is obtained fromThe Compilation of China’s Population Statistic Materials
(1949-1985), and the urban share is calculated as the share of non-agriculture population based on the data
from Historical China County Population Census Data with GIS Maps (1953-2000). 1964 is the year closest
to 1962, for which we can access such variables.

28Using the historical road length as IV generates very similar results. The estimated coefficient of ln cap
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The 2SLS estimation is implemented based on the following specification:

ln(capkl,−1) = d1 + d2 × ln(histkl) + ϱ× Z ′
kl + εkl, (7)

ln(V KTkl) = γ1 + γ2 × ̂ln(capkl,−1) + ρ× Z ′
kl + ϵkl. (8)

Panel B of Table 2 reports the results for the first stage. Our IV is constructed to capture
supply-side effects on the current link capacity. We find a highly significant positive correlation
between the historical road length in a city pair and the current capacity of the city-pair link. This
is consistent with the finding in the existing literature (e.g., Duranton and Turner, 2012; Baum-
Snow et al., 2020). The F statistic is substantially above 10, suggesting a strong first stage.

Table 2: Fundamental Law of Road Congestion

(1) (2) (3) (4)

All Links Heavily-congested Semi-congested Uncongested
Links Links Links

Dep: VKT (ln) Panel A: 2SLS
Capacity (ln, lag) 0.959*** 1.061*** 1.132*** 0.699***

(0.074) (0.110) (0.125) (0.148)
Control variables Yes Yes Yes Yes
Observation 1,392 479 395 518
R2 0.627 0.637 0.629 0.598
p value for H0 0.035

Dep: Capacity (ln, lag) Panel B: First Stage
Instrument variable 0.625*** 0.697*** 0.671*** 0.527***

(0.036) (0.057) (0.064) (0.062)
Control variables Yes Yes Yes Yes
Observation 1,392 479 395 518
R2 0.228 0.258 0.251 0.207
Kleibergen-Paap rk Wald F statistic 294.083 150.931 109.878 73.300
Notes: Robust standard errors are reported in parentheses. * p < 0.10, ** p < 0.05, *** p < 0.01. The sample is
the cross-section of 2018. The congestion classification comes from Table 1. The IV is the multiplication of
historical road density in the 30-km buffering zone of the geography-based least cost path and the length
of the geography-based least cost path, where historical urban areas (”districts” in 1962) are excluded. The
control variables include speed limit (ln, lag), night lights in 2016 (ln), population density in 1964 (ln),
urban share in 1964(ln) and ruggedness (ln). H0: the coefficients of Capacity (ln, lag) in heavily-congested
(column (2)) and uncongested (column (4)) groups are the same.

Panel A of Table 2 reports the results for the second stage. We find a large difference in the
estimated elasticity between congested and uncongested links, and the difference is statistically
significant. However, these is almost no difference for the point estimate between heavily and

is 0.938 (s.e. 0.192) for heavily congested links, 1.089 (s.e. 0.135) for semi-congested links, and 0.702 (s.e.
0.172) for uncongested links.
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semi-congested links. The contrast also highlights the importance of congestion heterogeneity.
More importantly, the estimated elasticity for uncongested links is significantly below one,
violating the fundamental law of road congestion that “predicts that the elasticity of traffic to
road capacity is at least 1” (Hsu and Zhang, 2014). Hence, as we would expect, our high-frequency
traffic data confirm the fundamental law of road congestion for congested (and semi-congested)
links but not for uncongested ones.

An important reason to identify congested links by δ2kl is that the estimates of δ2kl are crucial
for the structural estimation and for simulating the returns to road infrastructure, as will be seen
in Section 4.4. Putting aside the role of δ2kl in the model, a natural way of identifying congested
links is to use speed, e.g., the ratio of a link’s average speed to its speed limit as is used in Section
3.1.1. However, the cutoff speed for congestion is not obvious. We use the congestion composition
based on the estimates of δ2kl to sort links into three groups (35%, 28% and 37%) in the ascending
order by the ratio of the average speed to the speed limit. The resulting traffic elasticity is reported
in column (1)-(3) of Table A.10 in the appendix. A major difference is that the estimated elasticity
is significantly below one for the middle group sorted by the speed ratio, the counterpart of semi-
congested links identified by δ2kl. The speed ratio may capture congestion more accurately when
geographic obstacles are negligible. Hence, we estimate the traffic elasticity in the sub-sample of
coastal provinces, which are less mountainous than inland provinces. The results are reported in
columns (4)-(6) of Table A.10. Consistent with our expectation, the estimated elasticity is slightly
above one for the middle group.

4 Model and Structural Estimation
We begin with an economic geographymodel as in Allen and Arkolakis (2014). We then introduce
optimal route selection to endogenize road congestion à la Allen and Arkolakis (2019). Our goal
is to build a framework to quantify the impact of road infrastructure on aggregate welfare while
allowing the congestion elasticity to differ across links (see Section A.6 for details).

4.1 Economic Geography Model

We consider a discrete version of Allen and Arkolakis (2014), where the economy consists of a
finite number of locations indexed by i ∈ {1, · · · , N}. The total number of workers is constant
and denoted by L̄. The benchmark model assumes perfect labor mobility across locations. The
preferences of a representative agent in location j are

Uj =

(∑
i

q
σ−1
σ

ij

) σ
σ−1

uj ,
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where σ is the elasticity of substitution, qij denotes the consumption of goods from location i,
and uj is the local amenity in location j.

The goods are produced in an Armington setting, where each location produces a distinct
variety (with the same index as the producing location). The production of each variety follows

qi = AiLi,

where Ai and Li are productivity and labor in location i, respectively. Each worker supplies one
unit of labor inelastically and obtains wage wi. This leads to a standard gravity equation

Xij = τ1−σ
ij p1−σ

i P σ−1
j Yj , (9)

where Xij denotes the value of location j’s imports from location i; Pj ≡
(∑

i p
1−σ
ij

) 1
1−σ is

the price index for location j, and Yj = wjLj represents total income in the locality. The
representative agent’s welfare, denoted byWj , is

Wj =
wj

Pj
uj . (10)

The goods market clearing condition is

Yi =
∑
j

Xij . (11)

Balanced trade gives
Yi =

∑
j

Xji. (12)

We allow for local productivity (Ai = ĀiL
α
i ) and amenity (ui = ūiL

β
i ) externalities as in

Allen and Arkolakis (2014), where α > 0 and β < 0 govern the intensity of productivity and
amenity spillovers, respectively. Āi and ūi are location-specific constant terms. Equation (10)
then becomes

Wj =
wj

Pj
ūjL

β
j . (13)

Free labor mobility implies welfare equalization, W = Wi. Market clearing and balanced trade
yield

wσ
i L

1−α(σ−1)
i =W 1−σ

∑
j

τ1−σ
ij Āσ−1

i ūσ−1
j wσ

j L
1+β(σ−1)
j , (14)

w1−σ
i L

β(1−σ)
i =W 1−σ

∑
j

τ1−σ
ji Āσ−1

j ūσ−1
i w1−σ

j L
α(σ−1)
j . (15)

Allen and Arkolakis (2014) prove that with free labor mobility, ifα+β < 0,−1 < β < 0 < α < 1,
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there exists a unique regular equilibrium.29

4.2 Optimal Route Selection

Following Allen and Arkolakis (2019), we endogenize trade costs through traders’ optimal route
selection. The infrastructure matrix is T = [tij ], where tij is the iceberg trade cost from city i to
city j. tij ∈ [1,∞) if the two cities are directly connected, i.e., ij is a city-pair link, and tij = ∞
otherwise.

Consider a continuum of traders ν ∈ [0, 1]who ship goods from i to j. They can either choose
the direct link from i to j (if this direct link exists) or an indirect link through other locations that
connect i and j. Denote ℜij the set of all possible paths starting from i and ending at j, and
r ∈ ℜij represents one possible path. In addition to the instantaneous trade costs τ̃ij (r),30 each
trader also faces a path-specific idiosyncratic trade cost shock, εij (r, ν), which is drawn from a
Weibull distribution:

Pr [εij (r, ν) ≤ ε] = 1− exp
(
−εθ

)
, (16)

where θ captures the heterogeneity of traders’ preferences over routes. A higher θ implies less
dispersed preferences and, hence, more agreements on the optimal route. Therefore, each trader’s
total trade cost from i to j along path r is τ̃ij (r) εij (r, ν). The optimal route for trader ν solves

τij (ν) = min
r
τ̃ij (r) εij (r, ν) . (17)

The optimized τij (ν) is trader ν’s total trade cost from i to j. Applying the above equation to
all traders, we obtain the average trade cost from i to j, Eν [τij (ν)], which is τij in the economic
geography model in Section 4.1,

τij =

c−θ
∞∑

K=0

∑
r∈ℜij,K

K∏
ι=1

arι−1rι

− 1
θ

=

(
c−θ

∞∑
K=0

AK
ij

)− 1
θ

=
(
c−θbij

)− 1
θ
, (18)

where c ≡ Γ ((θ + 1) /θ), ℜijK indicates the set of paths from i to j with length K , aij ≡ t−θ
ij ,

A ≡ [aij ], AK
ij is the ij-th element of AK , and bij ≡

∑∞
K=0AK

ij .31

To illustrate the effect of infrastructure on trade costs, let us first take tkl as exogenous
parameters and examine their effects on trade costs. According to Allen and Arkolakis (2019),

29An equilibrium is ”regular” if ∀i, L (i) > 0.
30It is the multiplication of iceberg trade costs (t) of all directly connected city-pair links along path r.
31Here, B ≡

∑
K AK if

∑
j aij =

∑
j t

−θ
ij < 1 for ∀i.
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the elasticity of trade cost between any location pair, τij , with respect to tkl is32

d ln τij
d ln tkl

=

(
τij

τiktklτlj

)θ

. (19)

Allen and Arkolakis (2019) also prove that the elasticity can be interpreted as the probability to
use link kl when a trader considers moving goods from i to j. Denote by Ξkl the total trade flow
through link kl, which is then given by

Ξkl =
∑
i

∑
j

Xij

(
τij

τiktklτlj

)θ

. (20)

4.3 Traffic Flow and Road Congestion

We assume that traffic flow on a (direct) link kl is determined by trade flows in the following way:

ln (flowkl) = ζ + λ ln (Ξkl) , (21)

where λ ∈ (0, 1]. Following Allen and Arkolakis (2019), we will let λ = 1 in the benchmark
estimation. flowkl determines hourskl by the congestion equation (2). We close the model by
assuming tkl, the trade cost on a direct link kl, to be determined by hourskl:

ln(tkl) = lnκ0 + κ1 ln(hourskl), (22)

where κ0 > 0, κ1 > 0 and hourskl denotes the travel duration from k to l. Hence, the traffic flow
affects trade costs through congestion, which in turn affects traffic flows through optimal route
selection. The equilibrium is defined as follows.

Definition 1 (Equilibrium). Consider an economy associated with exogenous city-specific
amenity ūi and productivity Āi, and link-specific road capacity capkl. An equilibrium of the
economy consists of city-specific wi, Li, pi, Pi, Yi, city-pair-specific τij , Xij and link-specific
hourskl, tkl, Ξkl, flowkl and trafkl such that:

(i) Given hourskl and, hence, tkl by (22), τij is determined by the optimal route choices as in
(18);

(ii) The goods market clearing condition (14) and balanced trade (15) pin down wi and Li,33

which yield pi, Pi, Xij by the gravity equation (9) and Yi by (11);
32We use ij to denote any city pair, and kl to denote a directly-connected city pair. And for convenience,

later we may call tkl as direct trade cost from k to l, and call τij as expected trade cost from i to j.
33A normalization like

∑
i Yi = 1 or Pi = 1 for an i is necessary to pin down the equilibriumW .
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(iii) τij andXij determine link-specific trade flow,Ξkl, through (20), which implies link-specific
traffic flow, flowkl, by (21);

(iv) hourskl and flowkl pin down trafkl by (1), which leads to hoursnewkl ;

(v) hourskl = hoursnewkl .

4.4 Structural Estimation

We now structurally estimate the model. Following Allen and Arkolakis (2019), we set two pre-
determined parameters: σ = 9 and λ = 1. The structural estimation is independent of α and
β; for the welfare analysis we use β = −0.3 and α = 0.1 as in Allen and Arkolakis (2019). The
structural estimation also does not rely on exogenous city-specific amenity ūi and productivity Āi,
which will be calibrated in our welfare analysis, because we solve the economic geographic model
by rationalizing city-level GDP data. This leaves four parameters to be structurally estimated: the
shape parameter for traders’ preference heterogeneity, θ; the cost parameter of hourskl in (22),
κ0 and κ1; and the constant term in the traffic flow equation (21), ζ .

Denote ϕ ≡ {κ0, κ1, θ, ζ}. Given ϕ, we simulate the average truck numbers (relative to the
aggregate numbers) and driving hours for each direct link, denoted by traf simkl and hourssimkl ,
respectively.34 We use nonlinear least square (NLS) to estimate ϕ, i.e., minimizing the distance
between traf simkl , hourssimkl and their observed counterparts in the data, denoted by trafdatakl ,
hoursdatakl . Note that, by construction, ln(hourssimkl ) are always identical to ln(hoursdatakl ) for
uncongested links. We estimate ϕ using

ϕ̂ = argmin
ϕ

∑
kl

((
ln
(
traf simkl

)
− ln

(
trafdatakl

))2
+
(
ln
(
hourssimkl

)
− ln

(
hoursdatakl

))2)
.

(23)
The estimation strategy is almost the same as Allen and Arkolakis (2019), but there is one

important difference. Allen and Arkolakis (2019) do not include their data on hours from Google
Maps in their NLS estimation. Our hours, instead, are from the real-time GPS data of actual trips,
and we include this variable in the NLS.

θ, κ0 and κ1 affect both traf simkl and hourssimkl . By construction, traf simkl is a relative measure
and, hence, it is hard to recover ζ , the constant term in the traffic flow equation (21). However, ζ
has a first-order effect on hourssimkl , which is not a relative measure. Therefore, the identification
of ζ comes from hourssimkl .

34The algorithm of solving trafsimkl and hourssimkl in Section A.7.2 in the appendix. Allen and Arkolakis
(2019) iterate on Ξkl. We iterate on hourskl, because our data on hourskl can serve as a reasonable initial
guess.
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4.5 Estimation Results

The estimation results are reported in Figure 4 and Table 3. Figure 4 shows that the estimated
model fits the data well. ϕ̂ denotes the estimated ϕ. The correlation coefficient between
ln(traf sim(ϕ̂)

kl ) and ln(trafdatakl ) is 0.76, which is higher than the coefficient of 0.56 in Allen
and Arkolakis (2019). ln(hourssim(ϕ̂)

kl ) fits ln(hoursdatakl ) almost perfectly, with a correlation
coefficient of 0.98.

Figure 4: Model Fit
Notes: The figures show the model for China. Panel A and B plot ln(trafkl) and ln(hourskl) in the data
and simulated from the estimated model, respectively. Panel B only shows congested links as the simulated
ln(hourskl) are by construction always identical to that in the data for uncongested links.

For comparison, we also estimate the model using data from highways in China and England,
respectively. One can see from Panel A of Appendix Figure A.7 that the fit for ln(trafkl) is
still good for China’s highways. The correlation coefficient is 0.60. The fit is similar to England,
with a correlation coefficient of 0.85 (Panel C). Both fits are overall comparable to that in Allen
and Arkolakis (2019). For ln(hourskl), the match between the model and data is, again, almost
perfect (Panel B and D).

The estimated parameter values are reported in the first three columns of Table 3. The
estimated θ is 16.5 and 31.4 for China’s road network and for its highway network, respectively,
implying that Chinese drivers on highways behave more homogeneously. The estimated θ for
England is in between. In terms of the elasticity of direct trade costs to driving hours, κ1, the
result shows that the sensitivity to driving hours is higher in China than in England.
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Table 3: Results of Structural Estimation of Model Parameters

(1) (2) (3)
China China’s England’s

Highways Highways

θ 16.5414 31.3628 23.5754
(0.4014) (0.0876) (1.5077)

κ0 0.8711 0.9625 1.0291
(0.0028) (0.0012) (0.0584)

κ1 0.0510 0.0214 0.0107
(0.0005) (0.0002) (0.0003)

ζ -6.3681 -6.0435 -1.0454
(0.0166) (0.1044) (0.0584)

Notes: The table shows the results of the structural estimation of equation (58). Standard errors are reported
in parentheses.

5 Returns to Investment
In this section, we first use the estimated model to compute the welfare gains of expanding the
capacity of individual links. With the costs estimated directly from the data, we can impute the
returns to capacity expansion on each link.

5.1 Elasticity and Welfare Gain

Following Allen and Arkolakis (2019), we derive an explicit formula for the elasticity of welfare
with respect to link capacity:

d lnW
d ln lanemn

=
∑
ij

∑
kl

d lnW
d ln τij

d ln τij
d ln tkl

d ln tkl
d ln lanemn

, (24)

where lanemn denotes the average number of lanes on link mn and we use variations in the
number of lanes to represent variations in the capacity of the link.35 Each of the three parts on
the right-hand side of (24) can be written as a function of parameters and observables. We present
the formulas below but leave the derivations to Appendix A.8.6.

First, the elasticity of aggregate welfare with respect to trade cost follows

d lnW
d ln τij

=

− Xij∑
i′ Y

′
i
× (1 + ςi +ϖj) if j ̸= s

− Xij∑
i′ Y

′
i
× (1 + ςi) if j = s,

where s refers to the city for which the nominal wage ws is normalized to one. ςi and ϖj are
defined in Appendix A.8.6. In the special case without externalities (i.e., α = 0 and β = 0), we

35Similar to kl,mn also represents a directly-connected city pair.
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obtain ςi = 0, ϖj = 0, and lowering trade cost on a link always yields aggregate welfare gains.
The aggregate welfare elasticity is then exactly equal to the share of trade flows on the link in
aggregate output, which coincides with the finding from Atkeson and Burstein (2010) and Lai et
al. (2020) that the global gain from the reduction of trade cost can be captured by the share of
trade flow among global GDP.

The second term in Equation (24), d ln τij/d ln tkl, can be written as

d ln τij
d ln tkl

=

(
τij

τiktklτlj
c

)θ

, (25)

where c ≡ Γ ((θ + 1) /θ). The elasticity of τij with respect to τkl is proportional to the ratio of the
trade cost between city i and j to the trade cost on the route connecting city i and j through link
kl. The elasticity, which is non-negative and smaller than 1, decreases in tkl, implying a smaller
effect of expanding the capacity of a link with higher tkl. Meanwhile, we can intuitively expect
that as θ increases (traders’ heterogeneity decreases), traders’ selections would be closer to the
shortest path between i and j, and thus this elasticity (or equivalently, the possibility that one
trader moving from i to j uses link kl) is more likely to increase if kl is quite close to the shortest
path from i to j but is more likely to decrease if kl is far away from such shortest path.

Third, putting Equations (1), (21) and (22) into the congestion equation (2), and differentiating
both sides with respect to ln lanemn, we obtain

d ln tkl
d ln lanemn

=
Jkl

1− Jkl
κ1

(
λ
∑
k′l′

d lnΞkl

d ln tk′l′
d ln tk′l′

d ln lanemn
− 1 {kl = mn}

)
, (26)

where Jkl ≡ δ1kl×δ2kl×
((

exp(ζ)× Ξλ
kl × hourskl

)
/ (distkl × lanekl)

)δ2kl×(distkl/hourskl),
Jkl/(1− Jkl) is non-negative, and the formula for d lnΞkl/d ln tk′l′ is presented in Section A.8.9.
An increase in lane capacity in a congested link mn can directly decrease hoursmn and tmn,
which is the negative direct effect and then affect trade costs and trade flows. Such effects will, in
turn, change traffic flows and, hence, tkl on each link. Trade costs and flows will continue to be
affected until the system reaches a fixed point; this iteration to the fixed point yields the indirect
effects, which can be either positive or negative. In other words, we can obtain the elasticity of t
with respect to lane by solving the equation system (26).36

5.2 Cost Calculation Procedure

We calculate the cost of improving each link by considering both the road construction cost and
the opportunity cost of land. The road construction cost is calculated based on the national

36For uncongested links, the elasticity is zero since an increase in lanes onmn cannot decrease hoursmn

or tmn.
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average value of 7.9 million RMB per lane-km from official statistic reports,37 and scaled for each
link in proportion to its slope:38

unit construction costkl ∝ 1 + slopekl. (27)

Specifically, we first calculate the average slope for each link based on Digital Elevation Model
(DEM) data from the SRTM Digital Elevation Database with a spatial resolution 90 meters.39

The slope proxies the relative values of unit construction costs as in (27). We can then pin
down the unit construction cost for one specific link by requiring the weighted average of unit
construction costs across all links, with each link’s area as the weight, to equal the national
average construction cost of 7.4 million RMB per lane-km.

Our approach regarding the opportunity cost of land is based on land price information for
each year between 2013 and 2017 from https://www.landchina.com/. We geocode each land
parcel as a point using GaoDe Map API, and assign these parcels to links according to the criteria
that the distance is no greater than 1 kilometer.40 Then, for each segment, we can calculate the
mean value of land prices by taking the average across all land parcels that are matched. By
further taking the average across all segments of a link, we obtain the average unit land price for
each link in each year. The last step is to deflate the annual land price for each link and to take
the average of deflated annual price over 2013-17 as our measure for link-specific land cost.

By putting the above two parts together, we can obtain the total construction cost per lane-
km for each road. Following Office of the State Auditor (2002) and Allen and Arkolakis (2019), we
assume an annual maintenance cost of 5% for both categories, under the assumption of a 20-year
depreciation schedule.

5.3 Unequal Returns

We are now ready to measure the returns to investment in the road network. We start with
the “marginal returns” which characterizes the welfare gain (net of costs) from expanding one
link through the welfare elasticity d lnW/d ln lanekl. Because “marginal return” is based on the
welfare elasticity, it only captures the effect from infinitesimal road expansion. We also discuss
the welfare gain from substantial road expansion (adding a lane to each link) in section A.8.4.
Such welfare gain is obtained by conducting counterfactual exercises and referred to as “average

37According to the Statistical Report of the Development of Transportation Industry from 2014 to 2018, the
total investment on road in during these years is 7,798,573 million RMB, and the increments of roads are
241,400 kilometers. We explain the detailed process for calculating the unit cost in section A.8.3.

38The relationship between construction costs and slope is similar to Faber (2014), but his equation also
includes other determinants such as urban land, which is already at least partially captured through our
data on land prices.

39The database is available at http://srtm.csi.cgiar.org/, and we use the “Slope” tool in ArcGIS.
40Some robustness checks regarding the land types are discussed in section A.8.3.
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returns”.41

To obtain the marginal returns of a link, we first compute the welfare gain from one additional
lane by using the welfare elasticity. By equation (24), the welfare gain can be written as

Bkl =
d lnW

d ln lanekl
× lengthkl × 1

capkl
×W, (28)

where capkl = lengthkl × lanekl, and W can be proxied by GDP . Figure A.10 visualizes the
aggregate welfare gains from expanding the capacity of each link in the structurally estimated
model, where the parameter values follow the first column of Table 3.42

We next bring in the cost side. The unit costs for improving each link are presented in
Figure A.19 and A.20. It is consistent with our expectation that the construction cost related to
topography is much higher in mountainous south-eastern and south-western areas, but the land
prices are much higher in more developed areas like Shanghai, Shenzhen, and Beijing. We then
compute the total cost of one additional lane for each link. For the construction cost, multiplying
the unit cost by the length of the shortest route yields the total cost. For the opportunity cost
of land, by assuming the average lane width of 3.5 meters, we can calculate the area (in terms of
square km) corresponding to one additional lane for the shortest route of each link and obtain the
total opportunity cost by similarly multiplying the unit cost with the corresponding area.

The marginal return of a link (net of construction and land costs) follows

Rkl =
Bkl − 5%× (Cs,kl + Cl,kl)

Cs,kl + Cl,kl
, (29)

where the marginal benefitBkl is measured in equation (28),Cs,kl andCl,kl represent topography-
related construction cost and the opportunity cost of land for one additional lane, respectively, and
5% is the annual maintenance cost. We report the mean and standard deviation of the marginal
returns in the upper-left panel of Table 4.

The marginal returns to investments in the Chinese city-to-city links are very low on average.
The mean is merely 3.3%, minuscule compared to the mean of 108% for the segments in the US
highway system in Allen and Arkolakis (2019). However, our returns are not comparable to those
in Allen and Arkolakis (2019) for two reasons. First, the estimated congestion elasticity is 0.74
for all the road segments in their model, while only the heavily congested links are associated
with a similar congestion elasticity of 0.62 in our model. If we focus on the heavily congested
links, the mean of their returns would increase to 14.9%. Second, the opportunity costs of land

41The average returns of a small expansion are almost identical to the marginal returns. But the average
returns would be smaller as the road expansion increases, showing a strong pattern of diminishing returns.
While marginal returns are conceptually clearer and easier to calculate, average returns may be more
relevant for policy decision making.

42We have also conducted a comparison of welfare elasticity between China and England under the
comparable sample in Table A.8 and find the elasticity for England turns out to be much larger than that
for China.
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account for more than one third of the total costs of road investments in our model. Yet, they are
either ignored in the existing literature or approximated by urbanization.43 We show in the first
columns of Table A.11) that excluding land costs will further increase the mean of the returns to
39.4% among the heavily congested links. Moreover, despite the low returns on average, investing
in some links can generate very high returns. We list the top 20 links by the returns in Table A.12.
There are 8 links with marginal returns above 100%. When we exclude the opportunity costs of
land, 6 links will have marginal returns above 400%, comparable to the returns for the top ten
links in Allen and Arkolakis (2019).

Table 4: Marginal Returns

(1) (2) (3) (4) (5) (6) (7) (8)
Heterogenous δ2 Homogeneous δ2 (δ2 = 0.15)

All Heavily Semi- Un- All Heavily Semi- Un-
congested congested congested congested congested congested

links links links links links links links links

Panel A: Full sample & sub-samples based on congestion classification
Mean return 0.033 0.149 0.003 -0.050 0.006 0.003 0.010 0.005
across links: (0.181) (0.259) (0.088) (0.000) (0.092) (0.062) (0.095) (0.110)

Panel B: Random groups drawn from sub-sample of heavily congested links
Mean return 0.146 0.001
across groups: (0.210) (0.050)

Panel C: Random groups drawn from full sample
Mean return 0.032 0.008
across groups: (0.137) (0.075)
Notes: Heavily congested, semi-congested, and uncongested links are classified based on heterogeneous
δ2. Panel A reports the mean values of marginal returns in each category, and standard deviations are
reported in parentheses. For Panel B, we first calculate the mean value and standard deviation of marginal
returns across the 20 links within each group and then take the average across the 100 groups. Thus,
the rows report the across-group average of within-group means and within-group standard deviations in
parentheses. Panel C follows the analogous procedures as in Panel B but draws random groups from the
full sample of links instead of only from the sub-sample of heavily congested links.

The presence of semi-congested and uncongested links is the main reason why the average
of the returns is so low in China. Among the semi-congested links, the returns are essentially
zero. Expanding the uncongested links brings zero benefits and, therefore, delivers the returns of
-5% that captures the costs of depreciation and maintenance. The large variation of the returns
between the three types of links also lead to a large dispersion in the returns across all the links.
The standard deviation of the returns is 18.1%, nearly six times as large as the mean. As will be

43See, e.g., Faber (2014), Alder (2019), and Allen and Arkolakis (2019).
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shown in Section 6.3, the standard deviation is halved in a model without congestion elasticity
heterogeneity.

Externalities and labor mobility do not affect our structural estimation. However, they do
matter for welfare implications.44 We check the robustness of the above results by conducting the
same counterfactual exercise in the model without externalities and labor mobility, respectively.
The results are reported in the third and fourth columns of Table A.11. The differences are
quantitatively small in the case of immobile workers. However, the returns decline by a third
when α and β are set to zero, suggesting that externalities play an important role in determining
the returns in road network.

Figure 5: Spatial Distribution of Marginal Returns
Notes: Each straight line represents a link. The darkness of the color represents the magnitude of marginal
returns. Darker colors imply higher marginal returns.

5.4 Productivity Growth and Returns

Our estimates reveal that returns to road investment are on average low but high unequal. An
obvious caveat is that the static model tends to under-estimate the returns in a fast-growing
economy like China. Expanding a congested road, albeit low returns under the current economic
condition, can deliver much higher future returns because of strong productivity growth. While
we are unable to forecast productivity growth, it is useful to redo all the welfare calculations

44See Donaldson and Hornbeck (2016) that assumes perfect mobility and Tombe and Zhu (2019) for
limited mobility.
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in an earlier year by assuming perfect foresight of economic fundamentals in 2018. Specifically,
consider an economy in which the city-to-city links follow China’s road network in 2014, and the
city productivity and amenity are set equal to those calibrated to city GDP and population in that
year. In other words, the economy is calibrated to fit China’s economic geography in 2014. The
parameters, θ, κ0, κ1, and ζ , are the same as the structurally estimated values. We conduct two
exercises. The first is to do the same welfare calculations for returns to road investment in the
2014 economy. The second is to evaluate the returns in the economy with the road network in
2014 but productivities and amenities in 2018.

In the first exercise, we calculate the marginal returns to expanding each link in the estimated
model with the actual number of lanes for each link at the beginning of 2014, the earliest year
when the information is available, GDP and population in each city in 2014. In the second exercise,
we back out productivity and amenity in each city using city GDP and population in 2018.45

The same method can also back out city productivity in 2014. Figure A.13 shows a significant
productivity growth in most cities. The annualized productivity growth has an average of 6.08%
across the cities. We then impose the 2018 productivities and amenities into a model with the
2014 link capacity and simulate GDP, population and traffic flows in the model. The simulated
data are used to calculate the marginal returns in the second counterfactual.

The level of the returns differ significantly between the counterfactuals with and without
productivity growth. Themean of the returns for heavily congested is 18.27% in the counterfactual
with productivity growth, much larger than 12.24% in the first counterfactual without productivity
growth. However, replacing productivities and amenities in 2018 with those in 2014 does not
change our main finding of highly unequal returns in China’s road network. Figure A.15 shows
that the marginal returns in the two counterfactuals are highly correlated (correlation 0.99). The
large dispersion of the returns would not narrow unless productivity converges rapidly across
cities, a pattern that has not yet appeared in the data (see Figure A.13 for the highly persistent
productivity disparity).

6 Allocation Efficiency
Dispersion in marginal returns measures misallocation in a convex optimization problem. A well-
known example is the variance of marginal product of capital as summary statistics of capital
misallocation in Hsieh and Klenow (2009). However, the mapping between misallocation and the
dispersion of marginal returns can be blurred by the presence of investment frictions (see, e.g.,
Asker et al., 2014; Song and Wu, 2015). More fundamentally, we cannot prove the convexity of

45Ā and ū can be calibrated to match city GDP and population through the production function and
welfare equalization.
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the optimal allocation of road capacity in our model.46 A local optimum with equalized returns
may be suboptimal to an allocation associated with unequal returns but sufficiently close to the
global optimum.

In order to address the allocation efficiency of road investments more rigorously, we are
going to consider two more types of exercises: one is to numerically establish a positive mapping
between dispersion in marginal returns and the welfare gain from optimizing new investments
in link capacity, and the other is to show that the actual road expansion in previous years is
orthogonal to the optimal expansion predicted by the model. Finally, we will show that the
misallocation might be underestimated if the heterogeneity of congestion elasticities is ignored.

6.1 Numerical Analysis

In this subsection, we explore the welfare implication of the dispersion in marginal returns
numerically by comparing the returns to optimized investments in the links with various
dispersion in marginal returns. To make the analysis more policy-relevant, we assume the new
investment to be constrained by a limited budget and the existing capacity to be irreversible. The
irreversibility rules out the possibility of expanding the capacity of a link by reducing the existing
capacity elsewhere.

Optimizing investment in China’s road network with 1,392 links is challenging. To reduce
the computational cost, we narrow down the problem to optimization of investment in subsets
of links. Specifically, we generate 100 subsets, each with 20 randomly selected highly-congested
links. The subsets are referred to as the random groups. As the number of the random groups goes
to infinity, the cross-group mean of the within-group mean and standard deviation of marginal
returns should converge to the mean and standard deviation of marginal returns for all heavily
congested links. The lower panel of Table 4 shows that they are indeed very close to each other.

Denote by G(g), Ig , and ckl the set of links in group g, the investment budget for group
g, and the link-specific unit construction and land cost, respectively. The optimization solves
max∆capkl W , subject to

∑
kl ckl∆capkl = Ig and∆capkl ≥ 0, where kl ∈ G(g).47 Theconstraint

∆capkl ≥ 0 captures the irreversibility. We consider a budget that amounts to 0.2% of GDP in
our model, or one-tenth of China’s average annual road infrastructure investment in 2013-17. In
practice, we use “fmincon” in Matlab to search for the globally optimal budget allocation.48

46Fajgelbaum and Schaal (2020) prove the convexity of an optimal infrastructure allocation problem in
a neoclassical trade model with congestion if the elasticity of trade costs with respect to traffic is large
relative to the elasticity of trade costs with respect to infrastructure. A key difference to their framework
is that we take into account congestion heterogeneity. Furthermore, we allow for productivity and amenity
externalities as in Allen and Arkolakis (2019).

47Different from the optimization problem via the intensive margin, Alder (2019) and Alder and Kondo
(2019) consider the extensive margin of the road network, i.e., which cities should be directly connected
by a national highway network.

48“MultiStart” with 500 trial points is called to conduct a global search. Increasing the number of trial
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We then compute the “aggregate returns” to the optimized investments.49 Equation (29) is
extended for the purpose of calculating the aggregate returns from expanding links simultaneously
by following the optimal approach:

R =
B − 5%×

∑
kl(Cs,kl + Cl,kl)×∆lanekl∑

kl(Cs,kl + Cl,kl)×∆lanekl
, (30)

where B is the aggregate welfare gain following

B =
W ′ −W

W
×GDP. (31)

Here,W ′ stands for the counterfactual welfare based on the optimal investments.

Figure 6: Dispersion of Marginal Returns and Welfare Gains
Notes: Each circle represents a group consisting of 20 heavily congested links. The red line is the linear fit.
The horizontal axis shows the standard deviation of marginal returns across 20 links within each group,
and the vertical axis shows the aggregate returns from optimal investments based on equation (30).

points gives the same results.
49Generally, we define “aggregate returns” as the welfare gain (net of costs) from expanding multiple

links simultaneously and either infinitesimally or substantially through simulating the whole model. Since
these links can be substitutes or complements to each other, the aggregate return is not a simple aggregation
over the marginal returns.

35



Figure 6 plots the results. The welfare gain, which is measured by the aggregate returns
to the optimally allocated investment budget, correlates positively to the standard deviation of
marginal returns across the random groups (correlation 0.71). The simplest linear function has a
good fit (R2 0.51). The slope of the fitted line is 0.23 (standard error 0.02), implying that increasing
the standard deviation of marginal returns from 0.125 (25th percentile) to 0.261 (75th percentile)
would increase the aggregate returns from 3.01% to 6.18%. The amplification of welfare gain
from optimized investment illustrates the worsening of misallocation caused by more dispersed
returns.

Table 5: Aggregate Returns and Post-Allocation Dispersion from a Given Budget

(1) (2) (3)

Heterogeneous δ2
Homogeneous δ2

(δ2 = 0.15)

Random Group Random Group Random Group
(Heavily Congested) (All Links) (All Links)

Panel A: Benchmark Model
Std of marginal returns 0.210 0.137 0.008

Panel B: Optimal Investment
Std of marginal returns 0.006 0.008 0.003
Aggregate returns 4.81% -0.06% -0.90%

Panel C: Uniform Allocation
Std of marginal returns 0.070 0.053 0.034
Aggregate returns 1.67% -2.09% -2.09%

Notes: The budget amounts to 0.2% of GDP in the benchmark model. The standard deviations are the
cross-group mean values of the within-group standard deviation of marginal returns across the 20 links.
The aggregate returns are also the mean values of the aggregate returns across all 100 groups. In Panel
A, the standard deviation is based on the marginal returns before the investment; in Panel B and C, the
standard deviations are based on marginal returns after the investments. In column (3), all standard
deviations are calculated based on marginal returns with homogeneous δ2, while the aggregate returns
are calculated by combining heterogeneous δ2 with investments based on homogeneous δ2 in order to
align with the exercises in section 6.3.

Figure A.16 in the appendix uses a random group to show how the optimized investment
affects the dispersion of returns. Each triangle represents a link in the random group. The x- and
y-axis plot the marginal returns before and after the optimized investment allocation, respectively.
The optimal allocation leads to equalized returns across the links with sufficiently high benchmark
returns. Due to the limited budget, the other links are not invested (the upward-sloping part of
the triangles).50

We find that optimized investments can reduce the dispersion substantially and generate
50In Section A.8.5, we extend the model by allowing uncongested speed, δ0kl to depend on road

investments. The optimal allocation still features equalized returns across the links.
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sizable welfare gain. Investment optimization with a reasonable budget almost completely
wipes out the dispersion. The average standard deviation drops from 0.210 to 0.006 (see
Column 1 of Table 5). The aggregate returns to the optimized investment have a mean of 4.8%
across the random groups. To gauge the gain from investment optimization, we consider a
uniform allocation of the investment budget that makes the expansion proportional for each link:
∆capkl/capkl = Ig/ (

∑
kl cklcapkl) is the same for all kl ∈ G(g). The uniform allocation expands,

on average, the capacity of the links by 102.9% in the random groups. The mean of the aggregate
returns under the uniform allocation is 1.7% (panel C of Table 5), only one-third of the welfare
gain from optimal investment, and the dispersion of the post-investment marginal returns is also
larger by a factor of 10.

6.2 Misallocation of Actual Road Expansion

In addition to the numerical exercises based on the hypothetical investments, we further
support the misallocation by examining the actual road expansion in this section. If capacity
expansion is more likely to take place in the roads with higher returns, unequal returns might
be a transitory phenomenon, and the previous investments do not necessarily suffer from
misallocation. However, we find no such patterns. We compute the returns in the model using
the initial road network in 2014 and calibrated to China’s economic geography in the same year.
Figure 7 shows that the expansion of link capacity in 2014-18 is not correlated with the initial
returns in 2014 (correlation of 0.043).51 In addition, we find the dispersion of marginal returns is
quite persistent when comparing the marginal returns in 2014 with those in 2018, and the latter
is also unrelated to the expansion of link capacity in 2014-18 (correlation of 0.038). The pattern is
still robust when we replace the marginal returns by the average returns.

51Figure 7 reports the correlation of returns and the road capacity expansions, which are measured based
on our constructed network. Such patterns are robustwhenwemeasure the road capacity expansions based
on all the national and provincial roads.
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Figure 7: Marginal Returns and Link Capacity Expansion
Notes: Each dot represents a link. The black line is the polynomial fit. The marginal returns are calculated
based on the initial road network in 2014.

An interesting question is how the actual expansion of link capacity differs from the optimal
expansion. For ease of computation, we confine the optimization problem to the 21 heavily
congested links in Guangdong, China’s largest province by GDP. We first impute the budget for
the actual expansion of the heavily congested links in Guangdong between 2014 and 2018, which
is about 0.1% of Guangdong’s annual GDP. We next optimize the budget across the 21 links in the
model calibrated to China’s economic geography in 2014. The y-axis for each circle and square
in Figure 8 represents the actual and optimal expansion of a link, respectively. The x-axis shows
the link-specific average returns. The weak correlation between the actual expansions of links
and their returns in Guangdong is no different from the pattern for the whole country in Figure
7. However, optimization directs the limited budget to three links with the highest returns only.
The capacity of the highest-returns link, Guangdong-Dongguan, will be expanded by 26% under
the optimal allocation. Moreover, the sorting of the optimal capacity expansion by the returns in
Figure 8 does not apply to the actual expansions. In fact, the actual and optimal expansions
are only weakly correlated (correlation 0.2). This is another evidence of road infrastructure
investment misallocation in Guangdong. Correcting the misallocation delivers sizable welfare
gain. The actual budget allocation yields average returns of 6.4%. Optimizing the allocation can
increase the returns five times to 32.8%.
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Figure 8: Optimal Capacity Reallocation in Guangdong
Notes: Each square or triangle represents a link. The vertical axis shows the percentage increment based
on the capacity of the road network at the beginning of 2014. The horizontal axis shows the benchmark
average returns (to an expansion of 1 lane) in 2014.

Overall, the analysis of the returns in the case of the optimal allocation under various
scenarios provides further evidence that the large dispersion in the returns for the actual network
is likely a sign of misallocation. It is further supported by our finding that actual investments do
not move the network closer to the optimal network.

6.3 Comparison toModelwithHomogeneousCongestionElasticity

A key contribution of this paper is to allow for heterogeneity in the elasticity of congestion in the
road network. In this section, we conduct a comparison to illustrate the extent to which assuming
homogeneous congestion elasticity would affect the estimated returns and corresponding welfare
implications.

Denote by δ2 the homogeneous elasticity of congestion. We set δ2 to the point estimate of
0.15 from the first column of Table 1, where δ2kl is restricted to be identical across all links. We
structurally re-estimate the four parameters θ, κ0, κ1, and ζ . The estimates and the goodness
of the model fit are reported in Table A.13 and Figure A.18 in the Appendix. Interestingly, the
resulting model parameter estimates are similar to those in the benchmark model, implying that
the structural estimation is insensitive to heterogeneity in the elasticity of congestion. We refer to
the re-estimated model under δ2 = 0.15 as the model with homogeneous elasticity of congestion.
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Denote by R̄kl the marginal return to link kl in the model with homogeneous elasticity. The
left panel of Figure 9 compares the distribution of R̄kl with the distribution of Rkl, the marginal
returns in the benchmark model with heterogeneous elasticities. We observe that the model with
homogeneous elasticities would underestimate the dispersion (see the first row in column (2)
and (3) of Table 5). The difference in the distributions is mainly due to the negative returns for
uncongested links in the benchmark model. The mean of R̄kl is less than 1%, which is one-fifth
of the mean of Rkl (see the first row in column (5) of Table 4).

Figure 9: Comparison of Marginal Returns with and without Congestion Heterogeneity
Notes: The left panel shows the distributions of marginal returns with heterogeneous and homogeneous
congestion elasticities. F (x) is a transformation function, defined as F (x) = (x+ 0.05 + 1e− 5), where
x represents link-specific marginal returns. The right panel shows a scatterplot of the returns in each link
with heterogeneous and homogeneous congestion elasticities. The dashed line represents the 45-degree
line.

We next compare R̄kl and Rkl within the group of links associated with the same estimated
δ2kl. The results are in the first row of column (6)-(8) of Table 4. The mean of R̄kl for the heavily
congested links is 0.3% and negligible relative to the mean ofRkl. Rkl is−5% for the uncongested
links. In contrast, the mean of R̄kl is 0.5% for the same links. R̄kl and Rkl are much more similar
among the semi-congested links. The right panel of Figure 9 visualized the differences between
R̄kl and Rkl conditional on the estimated δ2kl.

The above results suggest that model mis-specification on the elasticity of congestion imply
very different policy implications for road investments. We are particularly interested in how
much the aggregate returns to road investments might be affected if the social planner optimally
allocates the budget using the model with homogeneous elasticity. To quantify the welfare effect,
we conduct the optimal investment exercises based on random groups similar to Section 6.1.
Different from the random groups that are drawn only from heavily congested links in Section
6.1, we now work with 100 groups with 20 links randomly drawn from all links regardless
of their congestion elasticity. This is necessary for an unbiased welfare comparison between
homogeneous and heterogeneous elasticities. It is shown in column (1) of Table 4 that the
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cross-group means of the within-group means and standard deviations of marginal returns are
again close to those of the full sample of all links. Then, we optimally allocate the investment
budget across links for each group to maximize the welfare in the model with homogeneous and
heterogeneous elasticities, respectively, subject to the same budget and irreversibility constraints.
Given these optimal investments, we evaluate the corresponding welfare gain in the (factual) case
with heterogeneous elasticities. As shown in columns (2) and (3), the aggregate returns have the
mean of -0.90% using the model with homogeneous congestion elasticity, 0.84 percentage points
lower than the mean in the benchmark model with heterogeneous congestion elasticities. We
conclude that model mis-specification can lead to significantly different welfare effect.

7 Conclusion
We quantify the returns to road infrastructure investments in China using a general equilibrium
trade model with congestion and detailed data on traffic flows from GPS devices on half a million
trucks. The model captures the key features of the observed traffic patterns, and we show
that the congestion elasticity is heterogeneous across links. We then structurally estimate the
model and use the estimated model to predict the returns to expanding road capacity in each
link. The predicted returns are low on average and highly dispersed across the network. We
show numerically that optimized investments with a reasonable budget can reduce the dispersion
substantially and generate sizable welfare gain. However, we do not find evidence that the actual
link capacity expansions in China reduce the dispersion and improve the allocation efficiency of
link capacity.

Our analysis is conducted in a static environment. It is possible that the returns to
infrastructure investments are under-estimated by ignoring their contributions to the long-run
growth (see, e.g., Ma and Yang, 2022; Xiong, 2018) and the bias could be larger for the returns in
less developed regions. We show in robustness checks that the average of the returns is affected
by productivity growth. However, since productivity differences are highly persistent across
Chinese cities, feeding the model with actual productivity growth will not change the dispersion
in the returns.

While our findings suggest a severe misallocation of road investments in China, we are
aware of two caveats. First, the budget in our numerical analysis of misallocation is only
optimized among a sub-sample of links. In an ongoing exercise, we are numerically solving
the optimal budget allocation among a larger number of links. A second issue is that the
congestion status of a link as we measure it may itself be endogenous. We think of at least
part of the congestion elasticity δ2kl as a link characteristic that does not itself depend on traffic
volume but determines how much speed falls as traffic increases. While one might expect that
geography or other observable factors determine how quickly a link gets congested when traffic
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increases, we experimented with various geographic and network characteristics and found that
the congestion heterogeneity remains largely unexplained. Hence, the heterogeneous congestion
elasticity appears to be an accurate description of the current Chinese road network. However, it
is also reasonable to expect that this elasticity can change if there are very large changes in traffic
flows or a considerable reshaping of the network. We plan to study this issue in future work using
our GPS data.

An obvious reason for the highly unequal returns is that the objective of road investments is
broader than maximizing welfare defined in the model. For instance, expanding a low-return link
can serve as a policy instrument of reducing income inequality across cities. Financial constraints
might also be an important factor. There is a positive correlation between road investments and
the ratio of land sales to GDP across cities, suggesting that local governments rely on land sales to
finance infrastructure investments (Jiang et al., 2022). The possible explanations can be explored
by future research.
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